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1. Introduction
dFlex is a set of applications to be used for LDAP directory replication and directory data mapping and translation. It is designed as a simple and flexible framework to provide directory data synchronization. dFlex has been originally written for a specific directory environment and preconfigured for common tasks of replication in that environment. However, dFlex is designed to be flexible and can be easily configured to match replication, synchronization and data mapping needs of wide variety of directory systems and configurations. 
These instructions should provide sufficient information to understand dFlex operation and administration. However, I realize that this documentation may not be exhaustive. I apologize in advance for any gaps in information or any differences between this documentation and actual application. 

2. Requirements

dFlex is a Python application using python-ldap module to handle LDAP data and yappy parser module to parse filtering and mapping scripts. In turn, python-ldap requires OpenLDAP, OpenSSL and SASL libraries. Current version of application has been written for and tested with Python 2.3 and (less extensively) Python 2.4

Python-ldap
http://python-ldap.sourceforge.net/   May be downloaded from public CVS. Instructions are available at download page. This distribution includes a version of Python-ldap used in development of dFlex. 
Files include: _ldap.so, dsml.py, ldapurl.py, ldif.py, and entire ldap subdirectory

This version is, most likely, outdated. Binary library file _ldap.so in this distribution is compiled for Win32 platform. You should be able to use a current version of Python-ldap instead.
Yappy
http://www.ncc.up.pt/fado/Yappy/  is used as a parser in dFlex. 
 IMPORTANT: Yappy has been modified and a modified version is included as an external module in this package. Do not download original package, unless you *know what you are doing*.
To install a modified Yappy, copy the entire yappy subdirectory to Python site specific module directory.
OpenLDAP, OpenSSL, Cyrus SASL: 
These libraries are required  by Python-ldap. Depending on your system configuration, the process of installing this libraries may be very easy or quite tedious. In my case, in order to avoid potential clash with other LDAP installations, OpenLDAP libraries have been custom compiled directly into the Python-ldap dynamic loadable module _ldap.so.
 IMPORTANT: In order to compile this module, sources of two OpenLDAP libraries are required – libldap_r.so and liblber.so However, in order to compile a dynamic Python module that includes these libraries, the libraries have to be compiled into portable object code (-fPIC option of gcc compiler) and the resulting object files (*.o) used either directly, or through a static library when building python-ldap module. This requires manual recompilation of OpenLDAP libraries. Failure to follow this procedure will lead to broken Python module. 
3. Components

dFlex consist of several Python files. They are are:  
ldu.py 

- main executable
ldu_main.py 
- main library module
ldu_entry.py
- library module
ldu_parse.py
- library module
ldu_conf.py

- library module
ldu_lock.py

- library module
ldu_oc.py

- library module
ldu_source.py
- library module

ldu_wd.py

- library module
lduUpdateDel.py
- support executable to maintain incremental Delete functionality. 
Incremental delete functionality uses modified “tombstone” object class to find directory entries deleted since a given time. In directories where this object type is natively supported (iPlanet) it needs to be modified to carry a timestamp. In directories where this object type is not natively supported, it needs to be emulated* 
* not functional at this time.
ldu_parse.tab
- parser tables. 
Parser tables are automatically generated by the dFlex. However, under   normal working conditions they will remain unchanged and should be placed with dFlex modules. The file can be read-only for the executing dFlex user account
ldu_sched.py
- scheduler executable, used to periodically run update tasks. 

The scheduler is not required to use dFlex directory data handling functionality. However, it has been designed to simplify potential repeated tasks involved in directory updates and replication. Scheduler will understand and use native dFlex status file data. 
4. Configuration and files
  dFlex requires a configuration file to operate. A working example configuration files, written for original dFlex deployment, are provided with dFlex installation. 

toFO.conf is a configuration file used to update field office directories from headquarter servers.
fromFO.conf is a configuration file used to update headquarters servers from field offices.
  The format of these files is similar to format of Windows .INI files with sections denoted by [section] heading and variable and value pairs variable: value. Comment lines begin with # in a first line position. There is a brief documentation of some values in the provided configuration files. Configuration files use variable substitution to provide flexible reusable configuration. Strings of a form %VARNAME% will be substituted with their respective values where encountered in configuration variable specification. These substitution values may be specified as command line arguments to dFlex or automatically generated based on specific environment. Exhaustive list of variables is not provided here, however some will be found in configuration file initial comments.
 dFlex is configured to use lock files, in order to prevent data corruption due to simultaneous updates to the same directory or directory tree part. Currently lock files have a name format of toFO.XX.lock and fromFO.XX.lock where “XX” denotes two-letter field office code. The file names are set in the respective configuration files. The path to lock files would have to be adjusted prior to deployment. Lock files carry additional information about dFlex process and are understood and used by the scheduler.
 dFlex is configured to produce a log file, that carries startup information, warnings and errors, as well as a log of all operations, when dFlex is running in a “verbose” mode. Currently log files have a name format of tofo.XX.DATE.log and fromfo.XX.DATE.log where XX is a two letter field office code (as above) and DATE is a current date in a format of YYYYMMDD (i.e. 20031228). Log files are appended to by a new dFlex process. They can be rotated by removing logs for previous dates.
 dFlex may require passwords to bind to remote directory servers for read or update. Rather then being stored directly in configuration, passwords are read from password files. This allows for additional protection of password data using more strict file system permissions. The name format for password files is pass-XX.txt where XX is a two letter field office code. Name format and path to these files are set in configuration files. 
Following is a list of configuration file sections and directives (may be out of date):

[log]

file:

- path to log file
[source]

host:

- hostname of source server
passfile:
- file, containing bind password

pass:

- bind password

binddn:
- DN to bind with
basedn:
- base dn 
filter: 
- used to search for specific entries 


 


  under source tree, i.e. (modifyTimestamp>=%LASTTIME%)

schema: 
- schema file, used in source data mapping
ldif:

- ldif file data source, can be used instead of LDAP server
[delete]

delete: 
- if set to no delete operations will not be processed
basedn: 
- used as basedn to look for entries in destination server if
  full update is selected or in source server if incremental   

  update is selected. All entries from this list, that  
  will not be found in source data, will be deleted
filter: 
- used in conjunction with basedn to search for entries, i.e:

(&(objectClass=nsTombstone)(objectClass=lduTombstone)(modifyTimestamp>=%LASTTIME%))

[target]

host: 
- as in source
passfile: 
- as in source
basedn: 
- if basedn is specified for target, namesake deletion will be 



turned on. Omit to disable namesake deletion. Namesakes are 



entries found under given basedn, that share one of the required


unique attributes such as cn or uid
schema: 
- used to verify mapped source data
timeout: 
- watchdog timeout 
connecttimeout: - watchdog connection timeout
ldif:

- LDIF file where results of mapped LDAP data will be placed, 



can be used instead of LDAP server target
[update]

type: 
- set to incremental to select incremental update behavior or 


to full to select full update behavior. In incremental updates,



last update time will be stored in the entry denoted by following



attribute entrydn. Also see delete section.
entrydn: 
- the entry storing last update timestamp
from: 
- source to store timestamp entry on source server,


  destination for destination

lockfile:
- location of the lock file, used to prevent more then one



update from running as well as to store runtime information

[map]

map: 

- location of a map file, storing the mapping code for the


  LDAP data, written in dFlex Mapping Language (see section below)
[vars]
- this section lists variables that will be passed to mapping code
$OU: %OU%
- example of a variable $OU set to the value as defined by command


  line option –DOU=<value>
$TOFO: True – example of a variable $TOFO set to literal “True”
5. LDAP Data Handling (mapping and filtering)
  A sophisticated LDAP directory data mapping and handling is provided by means of “filter” command scripts. The scripts are written using a simple but powerful language providing logical statements, variable assignment and extensive matching capabilities geared specifically towards managing LDAP entry data. 

 A working example has been provided in a file testFO.filt. It is a script that has been designed to handle data mapping and translation in both directions (from HQ to field office and back). The data is cleaned and modified to a lowest common standard for iPlanet 4 and iPlanet 5 servers. Extensive further modification is possible, with custom data manipulation behavior for various replication scenarios. This mapping system has shown consistent good results in replicating test data in original dFlex deployment.

 Mapping as configured, uses LDAP schema to provide better filtering capabilities based on specific object class definitions. The schema files included with installation are schema.ldif from current iPlanet5 HQ server and schemaZ.ldif from iPlanet4 server. The former is used to map data, while the latter to verify data before applying changes to target server. All inconsistencies within mapped entries will be logged as warnings in a course of replication. Schema can be downloaded directly from source or target directory servers if necessary.
 The dFlex mapping language is described later in this document in a separate chapter.
6. Execution and error handling
 As provided, dFlex has been configured for “online” replication. It will provide “incremental” replication from HQ to field offices (FO’s) and full replication of respective corresponding field office OU directory tree back to HQ. It is worth noting that original deployment works in a distributed data environment where each field office is responsible for a specific sub-tree of a complete DIT. dFlex has no specific provisions limiting it to this configuration, however all configuration files supplied in this distribution  assume this setup.
 The command line to replicate entire managed OU tree from FO to HQ is:

ldu_main.py –c fromFO.conf –DOU=XX 

where XX is a two letter field office code.
 The command line for initial incremental replication from HQ to FO is:

ldu_main.py –c toFO.conf –DOU=XX –LYYYYMMDDHHMMSS 
where XX is two letter field office code of respective OU/FO and an argument to –L is a date and time in an LDAP date format. All changes that occurred from that date and time on will be replicated. 

 Further incremental updates from HQ to FO will replicate data incrementally from the time of previous update, as stored in the branch of HQ directory, with the following command line:

ldu_main.py –c toFO.conf –DOU=XX
 dFlex is designed to provide robust replication in face of common errors that may occur on any particular entry. Therefore, replication will not fail if any single entry was not replicated correctly. However, a log record will be made specifying the entry DN, operation that was attempted and an error that occurred.
 In order to provide incremental update of deleted entries from the HQ directory server, a correct modification timestamp must be maintained on iPlanet “tombstone” directory entries. In default iPlanet configuration, timestamp management does not reflect a true deletion time of an entry. The following is a command line for the timestamp management utility:

lduUpdateDel.py –c main_del.conf 
 The utility must be executed as often as practically possible. In initial deployment it was launched by cron every 15 minutes. 
 The following is a list of all command line options for ldu.py:
-c <config file>

configuration file

-D VAR=value


define configuration file variable %VAR% to be <value>






predefined variables include %HOME%, %LASTTIME% 

-L YYYYMMDDHHMMSS

set LASTTIME value manually
-O <output file>

redirect LDIF output to file, set to – for stdout

-n




do not perform any LDAP operations (test run)

-v




produce verbose log output

-o




send log output to stdout, instead of log file

-l




do not lock (debug use only)

-U




run in “unsafe” mode, do not handle exceptions (debug)
-X




running from scheduler. DO NOT USE WHEN RUNNING 






MANUALLY! Will disable –o and –L.
7. Scheduler and Automatic Update Execution
  dFlex scheduler is a generic scheduling process, to control execution of any program as long the program conforms to defined scheduler interface. 
 Scheduler is enabled by periodically executing ldu_sched.py (for example from cron). The scheduler looks in the lock directory of the dFlex installation for program execution information. It will look for any file name of the form <name>.lock, and for each of these it will look for corresponding file named <name>.sched. If sched file is not found, no automatic scheduling takes place. If corresponding sched file is found, information in that file will be used to determine when to execute the process that has been described by the lock file. If it is determined that execution time is current, scheduler will launch the process.
The following are lines that may be found in the lock file, pertinent to scheduler configuration:

CMD:
- command line of a process, as it has been executed.

CWD:
- directory from which a process has been executed

TS_START: 
- start time of the process, in seconds since epoch

STATUS:
- exit status of a process, OK means successful termination, any



  other value denotes an error. If this attribute is missing and



  lock file is not being locked, a process has crashed.
  The following are lines that may be found in sched file:

FREQ:

- frequency of execution, in a format of any or all of: XXd XXh XXm, 



  the elements is optional. i.e. 10d 5m or 12h
HR_FROM:
- if set, denotes the earliest hour of the day when execution can take



  place. In a 24 hour format.

HR_TO:
- if set, denotes the latest hour of the day when execution can take



  place. The execution time will be moved between HR_FROM and HR_TO



  if it would otherwise fall outside these times.

MAX_RETRY:
- maximal number of retries if previous process execution did not



  terminate successfully (see STATUS in lock file description)

RETRY:
- current number of a retry, if the process has been executed after



  a failure. Once this value reaches the number set in MAX_RETRY, a



  process will not be executed until this value is reset.

RETRY_FREQ:
- frequency of execution when retrying after failure. Formatted as



  in the case of FREQ.

The following are command line options for ldu_sched.py:

-d <dir>
 - use alternative lock directory

-p <pattern> - only process lock/sched files that match this pattern (i.e. fromCO.*)

-n 

 - do not execute processes

-v

 - verbose mode. Use in conjunction with –n to verify system status
-m

 - set maximal number of simultaneous processes (the default is 20)
8. dFlex Mapping Language
  LDU mapping language is designed to simplify common operations and manipulation of LDAP data.

The filter file contains a single LDU script, that is applied to each LDAP entry being replicated. The result of mapping is a new LDAP entry, that will be sent to target data repository.

a. Statements:

rem “comment text”


- comment
set var $varname <StringVar>

- set variable “$varname” to the value of <StringVar>

set var $varname upper


- convert to upper case

set var $varname lower


- convert to lower case

set var $varname title


- convert to title case (begin every word with capital letter, convert others to lower case)

set var $varname strip


- strip leading and trailing spaces
set var $varname replace “x” “y”
- replace every occurrence of string “x” with string “y” 

delete attr @attrname


- delete attribute “attrname”

delete attr <RegexVar>


- delete attributes matching regular expression

delete attr @attrname val <StringVar> - delete attribute “attrname” value string

delete attr @attrname val <RegexVar>  - delete attribute “attrname” values matching the regular expression

set attr @attrname <StringVar> 
- set attribute “attrname” to a single value 

append attr @attrname <StringVar>
- append value to the list of values of attribute “attrname”

ignore attr @attrname


- ignore source attribute “attrname”, if this attribute is already present in a target entry. This will preserve the value of attribute “attrname” in a destination LDAP directory, ignoring changes in the source repository. 
set dn <StringVar>

- set entry DN to a given string. String must be in canonic LDAP DN format.
append rdn <StringVar>
   
- append given string to the left of current DN

append rootdn <StringVar> 
- append given string to the right of current DN
delete rdn <number>

- delete a <number> of components off the left end of current DN

delete rootdn <number>

- delete a <number> of components off the right end of current DN

delete objectclass “string” [exclude @attr, @attr …]
- delete an objectclass denoted by a string. All the attributes, that belong to this objectclass will be deleted with an exception of those listed in the exclude clause. This statement has no effect if the source schema has not been configured.
ignore objectclass “string” [exclude @attr, @attr …] – ignore an objectclass denoted by a string. All the attributes of this objectclass, except those listed in the exclude clause will be left unchanged, if already present in the destination LDAP directory. The objectclass will not be removed from the destination LDAP entry, even if it is not present in the mapped source entry. 
delete entry -
do not propagate this entry to the target repository.

sanitize entry – remove extremely large attribute values (use with caution)
print <StringVar> - print the following string value. Will be placed into the log output of an update process.
b. Program flow controls: 

if <boolean expression> begin <statement…> end 
- if <booolean expression> evaluates to Truth, perform <statement> or multiple <statement>-s

match <boolean expression> begin <statement…> end 
- if <booolean expression> evaluates to Truth, perform <statement> or multiple <statement>-s, and terminate script execution.

c. Boolean logic expressions:
<expression> and <expression>

- logical AND

<expression> or <expression>

- logical OR

not <expression>



- logical NOT

( <expression> )



- order of evaluation (precedence)

d. Boolean evaluated expressions:
var $varname is <StringVar>

- variable “varname” equals a string value 

var $varname is <RegexVar>

- variable “varname” matches a regular expression

attr @attrname is <StringVar>

- attribute “attrname” has a single value equal to the string as defined by StringVar (see below)

attr @attrname is <RegexVar>

- attribute “attrname” has a single value matching regular expression as defined by RegexVar (see below)
attr @attrname has <StringVar>
- attribute “attrname” has one of it’s values equal to the string as defined by StringVar 

attr @attrname has <RegexVar>
- attribute “attrname” has one of it’s values matching regular expression as defined by RegexVar 

dn is <RegexVar>

- current entry DN matches a regular expression

rdn is <StringVar>
- left side of current entry DN matches given string

rootdn is <StringVar>
- right side of current entry DN matches given string

e. Variables, variable strings and regular expressions:

All variable names are case insensitive. I.e. $VAR and $var denote the same variable. Any variable that has not been specifically set will return an empty string when accessed for comparison or read. All string comparison operations in the LDU mapping language are case insensitive.
A StringVar is a double quoted string “string” that can be followed by a comma separated list of variables. The string may include escape sequence in a form of a ‘$’ sign. Each ‘$’ sign will be substituted with a value of a variable from a following list. I.e. if $x is “world” and $y is “you” -  “hello $, how I am happy to see $”, $x, $y will be evaluated to “hello world, how I am happy to see you”
A RegexVar is a regular expression /expression/ that can be followed by a comma separated list of variables. Regular expressions follow common format, used in such languages as Perl and Python. All regular expression matches are case insensitive. Any matching groups denoted by parentheses (..) will be assigned in order to the variables following the regular expression, if regular expression has been matched.
I.e: variable $string contains “the AAfollowingBB text 123”

$string is /AA(.+)BB.+(\d+)/ , $x, $y
will match (return Boolean True) and assign variable $x a value of “following” and variable $y a value of “123”
9. License and Copyright

This product is Copyright (C) 2003-2005 by Eugene Antsilevich. dflex@xonix.com
Use, Distribution and Modification
1. Eugene Antsilevich (the author) grants you, the user, non-exclusive non-transferable right to use this unmodified product in any way desired. 

2. You may modify this product for your use or use in any entity, company or organization to which you belong or have a working or other relationship with. 
3. If you modify this product or any part thereof, you may share the modified product free of charge with third parties provided this copyright notice and license are included prominently with such modified copy and in all documentation. You may not charge or receive a fee for distribution of any part or a whole of this product. 

4. You grant an author of this product a non-exclusive non-transferable right to any and all modifications that have been made to this product in case it has been shared, made available or distributed to any third party. 
5. You agree to hold author harmless of any and all responsibility related to distribution of such modified product.

NO WARRANTY
6. BECAUSE THE PROGRAM IS LICENSED FREE OF CHARGE, THERE IS NO WARRANTY FOR THE PROGRAM, TO THE EXTENT PERMITTED BY APPLICABLE LAW. EXCEPT WHEN OTHERWISE STATED IN WRITING THE COPYRIGHT HOLDERS AND/OR OTHER PARTIES PROVIDE THE PROGRAM "AS IS" WITHOUT WARRANTY OF ANY KIND, EITHER EXPRESSED OR IMPLIED, INCLUDING, BUT NOT LIMITED TO, THE IMPLIED WARRANTIES OF MERCHANTABILITY AND FITNESS FOR A PARTICULAR PURPOSE. THE ENTIRE RISK AS TO THE QUALITY AND PERFORMANCE OF THE PROGRAM IS WITH YOU. SHOULD THE PROGRAM PROVE DEFECTIVE, YOU ASSUME THE COST OF ALL NECESSARY SERVICING, REPAIR OR CORRECTION. 

7. IN NO EVENT UNLESS REQUIRED BY APPLICABLE LAW OR AGREED TO IN WRITING WILL ANY COPYRIGHT HOLDER, OR ANY OTHER PARTY WHO MAY MODIFY AND/OR REDISTRIBUTE THE PROGRAM AS PERMITTED ABOVE, BE LIABLE TO YOU FOR DAMAGES, INCLUDING ANY GENERAL, SPECIAL, INCIDENTAL OR CONSEQUENTIAL DAMAGES ARISING OUT OF THE USE OR INABILITY TO USE THE PROGRAM (INCLUDING BUT NOT LIMITED TO LOSS OF DATA OR DATA BEING RENDERED INACCURATE OR LOSSES SUSTAINED BY YOU OR THIRD PARTIES OR A FAILURE OF THE PROGRAM TO OPERATE WITH ANY OTHER PROGRAMS), EVEN IF SUCH HOLDER OR OTHER PARTY HAS BEEN ADVISED OF THE POSSIBILITY OF SUCH DAMAGES. 

